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Abstract. Segmentation of cardiac magnetic resonance (cMR) images is
often the first step necessary to compute common diagnostic biomarkers,
such as myocardial mass and left ventricle (LV) ejection fraction. Often
image segmentation and analysis require significant, time-consuming user
input. Machine learning has been increasingly adopted to automatically
segment medical images to lessen the burden on image segmentation
and image analysis for model construction and validation. In this work
we present a multi-step machine learning approach to segment short axis
cMR images based on a heart locator and the weighted average of 2D
and 2D++ UNets. The presence of a heart locator led to more accu-
rate results and allowed to increase the neural network training batch
size. Finally, the obtained segmentations are post-processed using spline
interpolation and the Loop scheme to generate left ventricular endocar-
dial and epicardial surfaces at the end of diastole and end of systole.

Keywords: Image segmentation · Machine learning · Heart locator ·
Weighted average · Left ventricular surfaces

1 Introduction

Cardiac magnetic resonance imaging (cMRI) is a common imaging modality used
to investigate cardiac function and dysfunction. Starting from long and short axis
images of the ventricles, several patient-specific biomarkers—e.g., ejection frac-
tion (EF), left ventricular (LV) and right ventricular (RV) mass, myocardial wall
thickness—can be computed. A first common processing step necessary to ana-
lyze cMRI data and extract these biomarkers, consists in segmenting the images
to isolate the left and right ventricles’ myocardial tissue and cavities. Manual
data segmentation is very time consuming as it can easily involve thousands of
images when several locations along the ventricular long axis, different cardiac
phases from end diastole to end systole, and multiple patients are considered.
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In recent years, many studies have applied deep learning to cMRI segmenta-
tion [4]. However, semi-automatic segmentation is still a daily practice due to
the lack of accuracy of fully automatic cardiac segmentation methods leading to
time-consuming tasks [3].

In this work, we propose a framework to automatically segment the LV and
RV based on a heart locator, a weighted average of two convolutional neural
networks, and a multi-step post-processing algorithm to improve the final image
segmentation. The proposed framework is tested and compared using the short
axis cMRI database provided with the 2017 MICCAI Automated Cardiac Diag-
nosis Challenge (ACDC) [10]. The final short axis segmentations will be com-
bined to define – by spline and Loop interpolation – the endo and epicardial LV
surfaces at end diastole and end systole. In the future, these 3D surfaces will be
the base to generate automatically LV anatomical models.

2 Method

2.1 Imaging Data

The ACDC dataset [10] includes short-axis, standard SSFP, cine-MRI of 150
patients. As described in [3], short axis images were acquired in each subject
using either a 1.5T (Siemens Aera) or a 3T (Siemens Trio Tim) scanner. Slice
thickness varied from 5mm to 10mm (including a 5mm gap in some cases) and
in plane isotropic spatial resolution varied from 1.34mm×1.34mm to 1.68mm×
1.68mm. Ground truth segmentations of LV myocardium (LVM), LV and RV
cavities (LVC and RVC, respectively) are provided within the ACDC dataset at
end diastole (ED) and end systole (ES).

2.2 Image Preprocessing

Before the images are analyzed, the dataset is split into 100 training and 50 test
patients. Furthermore, the images’ signal intensity is normalized to overcome
considerable contrast variation amongst images. This is achieved by: 1) normal-
izing the central 98% of the pixelwise intensity values between −1 and 1; and
2) truncating the tails of the intensity distribution at −1 and 1. In addition, all
images are re-sampled (using bi-cubic interpolation and the scikit-image process-
ing Python toolbox) to obtain a uniform 1.25mm × 1.25mm in plane resolution
across all patients.

2.3 Convolutional Neural Networks

Convolutional neural networks, typically UNet-like architectures, have been par-
ticularly successful in performing medical image segmentation [14]. Recently, the
UNet++ architecture has been proposed as a more powerful network for med-
ical image segmentation [19]. In this new approach, the encoder and decoder
sub-networks are connected through nested, dense skip pathways that aim at
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reducing the semantic gap between the feature maps of the encoder and decoder.
This work utilizes three different models based on the UNet and UNet++ archi-
tectures shown in Fig. 1: a heart locator network (HL), a 2D network (2DN)
– following the work of [7] – and a 2D++ network (2DN++). The complete
prediction framework is shown in Fig. 2 and in Fig. 7 in the Appendix using a
representative midventricular slice.

Fig. 1. Left: UNet architecture where several convolutional blocks in the encoder part
of the network are followed by the same number of deconvolutional blocks in the decoder
portion. In the UNet architecture, several connections between blocks on the same level
are skipped. Right: UNet++ architecture containing additional convolutional layers
between the skipped connections.

The heart locator network (HL) is a UNet that receives a 352 × 352
pixels image as input and outputs each pixel’s probability to be part of the
heart. This network’s batch size is 10 and its loss function is the summation of a
Dice similarity coefficient (DSC) loss and a binary cross-entropy loss. The pixels
containing the heart with the largest/smallest horizontal and vertical locations
are selected, their midpoint is computed, and the 144×144 size region centered at
the midpoint is extracted. The cropped 144×144 image size was chosen after the
in plane resampling described above (so that all images have the same in plane
resolution) and based on the difference between the HL central point prediction
and the ground truth central point. In order to guarantee that LV and RV are
contained in the cropped image, the 144×144 image contains an additional buffer
of 8 pixels in all directions. For every patient and cardiac phase, the full short
axis stack is passed to the HL so that a single central point per patient/cardiac
phase is identified as the average of the central point locations on each slice.
Consequently, the cropped images maintain their original alignment along the
longitudinal axis as they are passed to the segmentation networks (Fig. 2).

The segmentation 2D network (2DN) is also a UNet that receives as
input 144 × 144 images processed with the heart locator network and outputs
the probability of four different classes for each pixel: background, LVM, LVC,
and RVC. Given the reduced image size, compared to the original size used in
the HL, the 2DN batch size can be increased to 32. The loss function is the
summation of DSC and categorical cross-entropy loss.

The segmentation 2D++ network (2DN++) is based on a UNet++
architecture with the same inputs, outputs, batch size, and configuration of loss
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Fig. 2. A stack of images from the same patient and cardiac phase is passed as input to
the HL, which outputs 144× 144 cropped images containing the heart. Flipped inputs
are generated and passed, together with the original input, to the 2DN and 2DN++
to classify each pixel as LVM, LVC, and RVC. The multi-input prediction average is
computed from each network, and a weighted image average is calculated. Finally, the
segmented images are post-processed to eliminate the smaller disconnected regions.

functions as the 2DN. While the 2DN uses skipped connections to help in the
image reconstruction based on features from different levels, in the 2DN++
nested, dense skip pathways aim at decreasing the semantic gap between the
feature maps of the encoder and decoder.

2.4 Training

A 5-fold cross-validation strategy was adopted for training. The data was split
into five groups, each containing the images for 20 patients: four groups are used
for training and the remaining one for validation. Therefore, five training models
were created for each architecture. Each training consisted in 300 epochs with
a learning rate of 5e−4 · 0.985epochs. Data augmentation was applied to increase
the diversity of the dataset and to prevent overfitting. A random combination
of rotation, scaling, horizontal flip, vertical flip, and elastic transformation [16]
was applied as described in [7]. Data augmentation was performed online for the
heart locator (a different view of each input image was generated for each sample
during each training step) and offline for the 2DN and 2DN++ segmentation
networks (ten different images were generated from each image of the original
dataset to be used during training). Additionally, to account for the HL uncer-
tainty and variability in identifying the central point, an online central point
random translation in X and Y (drawn from a uniform distribution between -10
and 10 pixels) was included in each epoch before cropping the images.

Regarding model parameters and training time, the HL and 2DN UNet archi-
tectures have more than 17M parameters each, and the UNet++ has more than
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20M parameters. Training of the HL required ≈ 10 h, whereas the segmentation
nets required ≈ 30 h each. All networks were trained on a GPU Nvidia Tesla
P100 of 16GB.

2.5 Weighted Average and Image Correction

Instead of making a single prediction for each input image, different input image
views are generated applying horizontal and vertical flips. These images are
passed to the segmentation network together with the original input image. The
resulting segmentations are then averaged to increase the model robustness.
Single shots predictions can lead to incorrect LVM segmentations, especially
near the RV insertion points, while a multi-input strategy removes incorrect LVM
segments at the RV/LV boundaries as seen, for example, in Fig. 3. Subsequently,
the output of the 2DN and 2DN++ models are linearly combined with weights
that are inversely proportional to each model’s mean loss as described in [17].

Fig. 3. Single prediction result leading to incorrect LVM (green) segmentation near the
lower RV insertion point (left) compared to the corresponding multi-input prediction
where horizontally, vertically, and both horizontally and vertically flipped images are
used as input alongside the original image (right). (Color figure online)

Finally, an algorithm is applied to remove prediction errors. As LVM, LVC,
and RVC are each continuously connected regions, if multiple regions with the
same label are detected, the components with the smallest areas or volumes are
removed from the classifier. For each cardiac phase, starting from the middle
slice, the algorithm is applied iteratively to each slice separately and to each
slice together with the remaining slices to verify that LVM, LVC, and RVC are
continuously connected across slices.

2.6 Spline Interpolation and LV Surface Generation

The outlines of the LVM segmentation can be represented using a spline inter-
polant. This step provides a geometric description that can be translated into a
model of the LV surfaces and eliminate any remaining non-physiological jagged-
ness. For both endocardial and epicardial outlines, a spline with 20 equally
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spaced (18◦ apart) control points is adopted. First, the endocardial and epi-
cardial contours of the LVM are identified and represented using a refined spline
with N control points, where N is the number of voxels along the endocardial
and epicardial contours. In this first step, no details are lost. Subsequently, an
arbitrary point is marked as #0, and other 19 points, 18◦ apart, are taken to
calculate the first discrete spline. After storing the results, the following point
becomes point #0, and the process repeats N/20 times until the first point is
again point #0. Finally, the average of the generated discrete splines with 20
control points is calculated. Different numbers of control points were tested and
20 control points yielded the best results in terms of smoothing the endocar-
dial and epicardial contours without losing important anatomical details and
decreasing the DSC (Fig. 4).

In order to obtain the endocardial and epicardial 3D surfaces, the gaps
between 2D endo and epicardial splines along the longitudinal axis are linearly
interpolated and subsequently passed through a Loop filter [1].

Fig. 4. Number of spline control points versus DSC (left). Pointwise endocardial and
epicardial radius of curvature versus spline control points (right). Splines used to gen-
erate the data shown in this figure were computed on ground truth segmentations.

3 Results

Figure 5 illustrates the image segmentations obtained with the 2DN, 2DN++,
and combined framework for mid-ventricular short axis images in four patients
chosen to represent different levels of complexity due to low contrast between
the myocardium and the background, the presence of a highly corrugated endo-
cardial trabecular structure, and/or a more complex RV anatomy.

We report the results of our framework both during cross-validation (when
the available patient data is subdivided into training and validation sets - see
Method section) and against the testing dataset only available through the MIC-
CAI challenge website and not directly available to users.
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Fig. 5. Ground truth and segmentation results obtained with the proposed framework:
LVM is green, LVC is blue, and RVC is red. Note that the entire segmentation computed
with the HL is represented in red as no distinction is made between LVM, LVC, and
RVC in this case. (Color figure online)

Table 1 shows the cross-validation method comparison. The DSC and the
Hausdorff surface distance (dH) are computed for LVM, LVC, RVC, and over-
all between the ground truth and the segmentations obtained using the 2DN,
2DN++, and weighted average framework. We also report the DSC and dH
between the HL and the ground truth. In this latter comparison, LVM, LVC,
and RVC pixels in the ground truth segmentations are combined and classified
as part of the heart.

The DSC is defined as 2·(|Vprediction∩Vreference|)/(|Vprediction|∪|Vreference|) and
is a measure of overlap between the predicted segmentation Vprediction and the
corresponding ground truth segmentation Vreference. The DSC can assume values
between 0 (no overlap) and 1 (full overlap). The dH assesses the local maximum
distance between the two surfaces Sprediction and Sreference and is reported here
in millimeters.

Before generating the LV endocardial and epicardial surfaces at end diastole
and end systole, we compared our framework with models that analyzed the same
dataset used in this work as part of the 2017 MICCAI ACDC [3] (see Table 2).
Finally, Fig. 6 shows the generation of 2D splines based on the segmentation of
short axis images for a representative patient and the corresponding endocardial
and epicardial surfaces at end diastole and end systole.
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Table 1. Cross-validation methods comparison: bolded DSC and dH correspond to
closest match with ground truth.

Method End diastole

LVC RVC LVM Total

DSC dH DSC dH DSC dH DSC dH

HL N/A N/A N/A N/A N/A N/A 0.911 15.27

2DN without HL 0.932 12.21 0.856 23.07 0.777 18.01 0.921 20.37

2DN 0.950 10.05 0.903 17.62 0.833 14.25 0.948 15.85

2DN++ 0.947 10.22 0.901 17.50 0.831 14.29 0.946 15.95

Weighted Avg. 2DN & 2DN++ 0.949 10.05 0.904 17.41 0.835 14.20 0.948 15.36

Method End systole

HL N/A N/A N/A N/A N/A N/A 0.854 18.10

2DN without HL 0.867 14.83 0.722 27.08 0.790 18.94 0.871 19.92

2DN 0.881 12.64 0.784 22.12 0.850 14.63 0.911 16.98

2DN++ 0.877 12.92 0.780 22.23 0.846 15.70 0.909 16.73

Weighted Avg. 2DN & 2DN++ 0.881 12.85 0.784 21.89 0.850 15.12 0.911 16.78

Table 2. Comparison among our framework with weighted averages and other frame-
works reported in [3]. “Ours” refers to the weighted average presented in this study.

Study End diastole End systole

LVC RVC LVM LVC RVC LVM

DSC dH DSC dH DSC dH DSC dH DSC dH DSC dH

Isensee et al. [7] 0.968 7.4 0.946 10.1 0.902 8.7 0.931 6.9 0.899 12.2 0.919 8.7

Baumgartner et al. [2] 0.963 6.5 0.932 12.7 0.892 8.7 0.911 9.2 0.883 14.7 0.901 10.6

Ours - cross-valid 0.949 10.0 0.904 17.4 0.835 14.2 0.881 12.8 0.784 21.9 0.850 15.1

Ours - test data 0.946 11.7 0.898 29.1 0.823 13.0 0.870 13.7 0.798 35.4 0.845 14.8

Tziritas-Grinias [6] 0.948 8.9 0.863 21.0 0.794 12.6 0.865 11.6 0.743 25.7 0.801 14.8

Yang et al. [18] 0.864 47.9 0.789 30.3 N/A N/A 0.775 53.1 0.770 31.1 N/A N/A

4 Discussion

We have presented a multi-step machine learning based approach to segment
short axis MR images that can be subsequently used to construct endocardial
and epicardial LV surfaces at different cardiac phases. The use of the heart
locator reduces the amount of noise in the input of the segmentation model and
the memory needed for its training, therefore enabling a larger image batch size.

Combining predictions from different UNet models is also reported in [7,8].
However, previous approaches employ a simple arithmetic average and do not
include weights that are inversely proportional to the models’ mean loss [17].
Similarly, literature shows that using dedicated models to work as locators of
the regions of interest is a recurrent approach. The interested reader is referred
to [9,12,15] for further details. In a way, even the recently proposed approach
based on cascaded UNets [8,13], where the first segmentation output is used as
an additional input for the following network instead of cropping the images,
can be interpreted as a segmentation done in multiple stages. Alternatively,
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there are approaches that use the direct cropping of the image to reduce the
input size of the segmentation networks [5]. For example, this is the case when a
localization network outputs a bounding box enclosing the LVM in the ED frame.
These networks do not incorporate a decoder sub-network, as the bounding-
box is obtained directly from the encoder sub-network. Moreover, instead of
using a model, [11] simply examines the voxels’ intensity through time using
Fourier analysis and Hough transform to find the region of interest. Similarly to
cascaded UNets, in this work, we used a UNet as the first model that generates
a mask as an output. This takes advantage of the UNet’s ability to process
MRI data. However, we use it as a locator model so that the subsequent image
segmentation is concentrated in a specific region of the original image. One
benefit of this strategy is that it reduces the model size of the UNets handling
image segmentation.

Fig. 6. Predicted segmentation and their correspondent LV myocardium contour gen-
erated by splines and Loop scheme.

From the analysis of the different architectures (Table 1), the framework
combining the 2DN and 2DN++ with a weighted average lead, in most cases,
to increased DSC and lower dH . Although these improvements are small, this
ensemble approach combining 2DN and 2DN++ acts as an insurance that can
guarantee optimal solutions.

Table 2 shows that the proposed framework leads to results similar to the
best models participating in the MICCAI 2017 challenge in terms of DSC, as
reported in [3]. Although the dH measures are comparable to the ones obtained
by other frameworks presented in [3], further improvements regarding this mea-
sure are necessary. Furthermore, the proposed cross-validation results are in
agreement with the results obtained using the testing dataset. This confirms
that our framework has not been overfitted to the available training set.

Although the obtained segmentations reasonably agree with the ground
truth, the proposed framework presents several limitations. A careful analysis of
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Fig. 7. Complete prediction framework shown with a representative midventricular
slice image to highlight the role of different parts of the model.

the results in Fig. 5 shows that the model may: 1) classify small regions at the RV
insertion points as LVM instead of RV myocardium (last row in Fig. 5); 2) the
RVC may be slightly over (last row in Fig. 5) or under (third row in Fig. 5) pre-
dicted with respect to the given ground truth. Another limitation of the current
framework becomes evident when basal short axis slices including the valves’
structure are passed to the network. In this case, the model wrongly predicted
LVM, LVC, and RVC. In future work, the HL will be enhanced to detect the
valves’ structure and overcome this limitation. Finally, in the current form, the
spline and LV surface calculations are implemented as a post-processing step.
The creation of the spline and/or a method to smooth the endo and epicardial
outlines can be included as a constraint directly in the network.

In summary, we have presented a multi-step framework based on a heart
locator and a weighted average of 2D networks to segment 2D cMRI data and
generate by spline and Loop subdivision endo and epicardial LV surfaces. In the
future, these will be the base to automatically create LV anatomical models.

Appendix

A complete prediction from the framework shown in Fig. 2 is illustrated in Fig. 7
using a representative midventricular slice. This example highlights the role of
the weighted average approach as an insurance policy, as well as the spline as a
way to further smooth the final LV contour.
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