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ABSTRACT 

Predictive models for component distress are important for companies working with 
services and warranties of large fleets of engineering assets (e.g., airplanes, jet engines, 
wind turbines, etc.). Unfortunately, factors such as duty cycle variation, harsh environ- 
ments, inadequate maintenance, and manufacturing problems can lead to large discrep- 
ancies between designed and observed component lives. This paper introduces a novel 
physics-informed neural network approach to prognosis by extending recurrent neural 
networks to cumulative damage models. We propose a new recurrent neural network 
cell designed to merge physics-informed and data-driven layers. With that, engineers 
and scientists can use physics-informed layers to model parts that are well understood 
(e.g., fatigue crack growth) and use data-driven layers to model parts that are poorly char- 
acterized (e.g., internal loads). A fatigue crack growth test problem is used to present 
the main features of the proposed recurrent neural network. The results demonstrate that 
our physics-informed neural network is able to accurately model fatigue crack growth. 

INTRODUCTION 

Recurrent neural networks (RNNs) have been successfully used to model time-series 
[1–3], speech recognition [4], and many other applications. RNNs transform a hidden 
state in the following fashion: 

ht = f (ht−1, xt), (1) 
where t [0, . . . , T ] represents the time discretization, h Rnh  are the sequence states,
x Rnx are input variables, and f (.) is the transformation to the hidden state.

As illustrated in Fig. 1a, the RNN cells repeatedly apply the transformations to the 
states. These states can be observed all the time or only at particular time stamps. Figure 
1b shows the simplest RNN cell, where a perceptron with a sigmoid activation function 
maps the inputs at time t and states at time t 1 into the states at time t. Figure 1c shows 
the long short-term memory cell [5], a popular design that aims at (a) improving the 
predictions of the neural network, and (b) mitigating the vanishing gradient problem [6]. 
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(a) Unrolled RNN. (b) Simple RNN cell. (c) Long short-term memory (LSTM) cell.

Figure 1. Examples of recurrent neural networks (RNN) cells. In the LSTM cell, the squares are percep-
trons with pre-defined activation functions, the oval shape is just the tanh activation.

Machine learning has been actively used in engineering applications [7–10]. How-
ever, only recently, the scientific community has studied and proposed architectures that
leverage formulations based on physics [11–14]. Differential equations are used to train
multi-layer perceptrons and RNNs. Nevertheless, to the best of our knowledge, there
has not been published work on infusing physics-based models within neural networks
(generating hybrid models). We propose an RNN cell inspired on cumulative damage
models [15, 16]. These models are often used to describe the irreversible accumulation
of damage (progressive distress) throughout the useful life of components or systems.
Ultimately, the accumulated damage hits a threshold level that is associated with re-
pair, partial or total replacement, or even worse than that, the retirement, or catastrophic
failure of the component or system.

CUMULATIVE DAMAGE CELL AND RECURRENT NEURAL NETWORKS

The base model

Cumulative damage models represent damage at time t as an damage increment ∆dt

on top of damage dt−1 at previous time step t− 1

dt = dt−1 + ∆dt, (2)

where ∆dt is often a function of dt−1 and some other inputs xt at time t.
We propose the repeating cell illustrated in Fig. 2a to be used while modeling cu-

mulative damage through RNNs. “MODEL” maps the inputs xt and previous damage
dt−1 into a damage increment ∆dt and it relates to the physics of failure (highly applica-
tion dependent). As far as modeling is concerned, “MODEL” could be (a) a data-driven
model, such as a multi-layer perceptron, (b) a physics-informed model, or (c) a hybrid
model, where some parts are physics-based while others are data-driven

Fatigue crack damage accumulation

Fatigue damage is characterized by initiation and propagation of a crack due to cyclic
loading [17]. Fatigue crack propagation is usually modeled through Paris’s law [18],
da
dt

= C∆Km, where ∆K is the stress intensity range, and parameters C and m are
material properties through. In its discrete form, Paris’s law can be written as:

at = at−1 + C∆Km
t , (3)
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(a) Cumulative damage cell.
(b) Fully physics-informed cell. (c) Hybrid physics-informed neural

network cell.

Figure 2. Cumulative damage through RNN. The stress intensity range implements ∆Kt = F∆St
√
πat−1

and the Paris’ law implements ∆at = C∆Km
t . ANN stands for artificial neural network.

Engineering models usually map the cyclic loads and current crack length into a
stress intensity range. For example, assuming that a through-the-thickness center crack
exists in an infinite plate under the mode I loading condition:

∆Kt = F∆St
√
πat−1. (4)

where F depends on geometry, ∆St is far-field stress, and at−1 is the previous crack size.
Figure 2b illustrates the fully physics-informed implementation of the cumulative

damage cell. The stress intensity layer takes ∆St and at−1 as inputs and outputs ∆Kt.
The Paris law layer takes ∆Kt as input and outputs ∆at. However, we focus on the
hybrid implementation illustrated in Fig. 2c, where an artificial neural network layer
substitutes the stress intensity range layer. This is very powerful when model ∆Kt as a
function of observed inputs xt (such as pressures and temperatures) is difficult.

NUMERICAL EXPERIMENTS

Case study

Consider the control point on an airplane fuselage illustrated in Fig. 3a. Assume this
airplane was designed to fly the four different missions shown in Fig. 3b). Assume that
fatigue damage accumulates throughout the useful life, following Eq. 3 in propagation
as illustrated in Fig. 3c. Now, also consider that (a) airline companies rotate their aircraft
fleet through different routes following specific mission mixes, (b) inspection of control
points is part of the scheduled maintenance, (c) the initial and the maximum allowable
crack lengths are a0 = 0.005 m and amax = 0.05 m, respectively, and (d) the metal alloy
is characterized by the following Paris’ law constants: C = 1.5× 10−11, m = 3.8.

In this study, we consider the mission mixes detailed in Tab. I, with 100 airplanes
allocated to each mission mix. Each airplane is assigned a fixed percentage flights for
each mission that composes the mission mix. These percentages vary uniformly from
0% to 100%. Therefore, within the fleet flying mission mix #0, for example, there is
one airplane flying 0% of mission #0 and 100% of mission #3, there is another airplane
flying 1% of mission #0 and 99% of mission #3, there is yet another airplane flying 2%
of mission #0 and 98% of mission #3, an so forth. The same logic applies to the other
mission mixes. This way, we synthetically created data for a fleet of 300 airplanes.
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(a) Control point on the aircraft
fuselage.

(b) Flight profile for different missions. (c) Cumulative damage over time.

Figure 3. Cumulative damage over time for control point on the aircraft fuselage as a function of mission
profile (assuming aircraft flies four missions per day).

TABLE I. MISSIONS MIX DETAILS. PERCENTAGE FLIGHTS VARY FROM 0% TO 100%.

Mission mix Mission #0 Mission #1 Mission #2 Mission #3
92.5 (MPa) 100 (MPa) 110 (MPa) 130 (MPa)

#0 X X
#1 X X
#2 X X

Figure 4 illustrates how fatigue crack damage accumulates throughout the fleet of
300 airplanes. Some airplanes reach the maximum allowable crack length at approxi-
mately 5 years, while few others will take much more than 10 years.

Physics-informed neural network design

We considered the following information available (a) far-field stresses for every
airplane and every flown mission, and (b) fatigue crack observed at the 5th year for 60
out of the 300 airplanes. With that, we proceed to build the hybrid physics-informed
neural network model using a multi-layer perceptron to model the stress intensity layer
and a physics-based Paris law layer. Table II details the multi-layer perceptron. Dense
#0 is a perceptron that only scales the inputs (weights and bias selected such that inputs
become zero mean and unit standard deviation). Dense #1 to #4 are regular perceptrons
with a sigmoid activation. Dense #5 is a perceptron without activation. PReLU is a
parametric rectified linear unit layer (implementing f(x) = αx for x < 0, f(x) = x
for x ≥ 0, where α is learned). This way, the total parameters number of parameters

Figure 4. Synthetic data used throughout numerical experiments.
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TABLE II. STRESS INTENSITY RANGE LAYER DETAILS.

Layer Output shape # parameters Trainable?
Dense #0 (None, 2) 6 N
Dense #1 (None, 40) 120 Y
Dense #2 (None, 20) 820 Y
Dense #3 (None, 10) 210 Y
Dense #4 (None, 5) 55 Y
Dense #5 (None, 1) 6 Y
PReLU (None, 1) 1 Y

is 1,218 (out of which 1,212 are trainable and 6 are non-trainable). We decided to use
this architecture to illustrate the fitting of a large number of parameters. In practical
applications, we believe reducing the model is worth pursuing, as it could potentially
lead to a reduced number of parameters without sacrificing accuracy.

Table III further details the hybrid physics-informed RNN cell. The “Sequential”
layer is the multi-layer perceptrion (see Tab. II). The “ParisLaw” layer is physics-
based and returns an increment in damage ∆at. The Sequential layer is the multi-layer
perceptron defined in Tab. II. Since, the material properties are assumed to be known,
the ParisLaw layer has no trainable parameters. This way, the total parameters is 1,220
(out of which 1,212 are trainable and 8 are non-trainable).

Replication of results

Our implementation is all done in TensorFlow (tensorflow.org). using the Python
application programming interface (version 1.11.0). The data and codes (including our
implementation the multi-layer perceptron, the stress intensity and Paris law layers, the
cumulative damage cell, as well as python driver scripts) used in this work are publicly
available on GitHub under the MIT License (https://github.com/PML-UCF/pinn).

NUMERICAL EXPERIMENTS

Figure 5 illustrates the data used for training and assessing the prediction accuracy
of the hybrid physics-informed neural network. Figure 5a shows the complete far-field
stress histories for two airplanes. The consistent difference in stress range amplitude
leads to significant difference in damage accumulation. This is clear in in Fig. 5b, which
shows the crack length history for the entire fleet as well as the 60 observed crack lengths
at the end of the 5th year. Note that (a) the observed data is a fair subsample of the entire
fleet, as shown in Fig. 5c, and (b) while our hybrid physics-informed RNN is capable of

TABLE III. PHYSICS-INFORMED RECURRENT NEURAL NETWORK CELL DETAILS.

Layer Output shape # parameters Trainable?
Sequential (None, 1) 1218 Y (1212)
ParisLaw (None, 1) 2 N
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(a) Example of missions histories of
airplanes.

(b) Fatigue crack length history and
observations at the 5th year.

(c) Fatigue crack length distributions
at the 5th year.

Figure 5. Synthetic data used throughout numerical experiments.

(a) Loss function vs. epochs. (b) Predictions at training data. (c) Predictions at entire fleet.

Figure 6. Predictions before and after training. Training data and entire fleet contain 60 and 300 airplanes,
respectively. MSE and MAE stand for mean squared and maximum absolute square errors, respectively.

predicting the entire crack growth history; during its training, only crack length observed
at the 5th year is used in the loss function.

For this problem, the computational cost is very small (training and prediction in
few minutes using a laptop computer). The mean square error has fast convergence
throughout training, as shown in Fig. 6a. Figure 6b shows the predictions at the training
set before and after training. Figure 6c shows the predictions at the entire fleet. In both
cases, the model initially tends to over-predict the large crack lengths. After the RNN is
trained, the predictions are in good agreement with the actual values.

Figure 7 shows the ratio between the predicted and actual crack growth over time for
the entire fleet before and after training (Figs. 7a and Fig. 7b, respectively). Initially,
the model over-predicts large crack lengths and predictions are within a 0% to +130%
range of the actual crack length. After the RNN training, predictions stay within ±15%
of the actual crack length.

Figure 8 illustrates how the number of training data affects the prediction accuracy
of the physics-informed neural network. Figure 8a shows the predictions versus actual
crack lengths for the entire fleet at the end of the 5th year. Even with as little as 5
observations (load histories and crack length at the 5th year), the model is capable of
producing accurate predictions. Figure 8b shows the convergence of mean squared error
as a function of number of training points. While more training points tend to lead to
more accurate models, a diminishing return seems to exist after 30 points.

Deep neural networks are usually associated with data-intensive applications. One
might think the application shown in this paper does not conform with that (only 5 to 60
observations). However, at a rate of 4 flights per day, in a period of 5 years, this means
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(a) Before training. (b) After training.

Figure 7. Ratio between predicted and actual crack length for the entire fleet (300 airplanes).

(a) Predictions vs. actual crack length. (b) Mean squared error vs. training points.

Figure 8. Effect of number of training points in crack length predictions for entire fleet (300 airplanes).

that we observed 5 to 60 time histories of 7,300 points each (36,500 to 438,000 points)
and respective crack lengths at the 5th year. This seems to indicate that the physics of
failure (through Paris law) helps training the neural network (by filtering which crack
growth paths are physically plausible).

CONCLUDING REMARKS

We proposed a novel physics-informed neural network cell for cumulative damage
modeling. This proposed cell is designed such that models can be built using purely
data-driven or physics-based layers, or more interestingly, hybrids of physics-informed
and data-driven layers (as the model discussed in this paper). Then, we designed a simple
numerical experiment where a physics-informed RNN is (a) used to model fatigue crack
growth on a fleet of 300 airplanes; and (b) built with a multi-layer perceptron that models
the stress intensity range and feeds into a Paris’ law layer.

With the help of this numerical study, we have demonstrated that the proposed RNN
cell for cumulative damage successfully models fatigue crack growth. We also studied
the effect of the number of training data in the accuracy of the crack length predictions
at the fleet level after five years worth of operation. We learned that even with reduced
number of data points, the proposed physics-informed neural network can approximate
fatigue crack growth. Obviously, we observed that the more training points are used, the
more accurate the model becomes (although there seems to exist a limit). The results
obtained so far are promising, and we want to extend the study and include, among other
factors (a) Improved physics of failure models: by including both initiation and prop-
agation in the cumulative damage, (b) several sources of uncertainty, such as scatter in
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material properties, damage detection and quantification, and (c) strategies for services:
repair and replacement.
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