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Experimental optimization has been used since the early 20th century to help farmers 

maximize yields (defining inputs such as water and fertilizer). The traditional approach 

iterates in cycles consisting of fitting a polynomial to samples (that differed in the set of input 

variables) and optimizing the fitted surrogate. In each cycle, a set of designs is defined and 

tested. Although engineering design relies mostly on computer experiments, there are cases 

where simulations are expensive enough and the system is cheap enough to manufacture and 

test to favor experimental over analytical optimization. In this paper, we use the design of a 

paper helicopter to illustrate how we can adapt the modern efficient global optimization 

(EGO) algorithm to handle experimental data. The objective is to maximize the time a 

simple paper helicopter takes to fall from a specific height. We propose running EGO with 

multiple surrogates (MSEGO) for generating not only one, but multiple candidate designs 

per optimization cycle. Here, we use kriging, radial basis neural network, linear Shepard, 

and support vector regression. We also heavily penalize regions of the design space where 

designs are predicted to fail, using support vector classification to define the failure region. 

We found MSEGO reduced the impact of failed designs, allowed for exploration of the 

design space, and improved the fall time by 10% .  

Nomenclature 

x   = vector of dvn  input variables (point in the design space) 

X   = dvn n×  matrix that defines n  points in the design space 

( )f x   = response of interest at x  

y   = observed values of the response ( )f x  

( )ŷ x   = surrogate model of the response (prediction mean) at x  

( )2s x   = prediction variance at x  

( )PI x   = probability improvement at x  

( )PI X   = probability improvement at X  

( )EI x   = expected improvement at x  

RMSPRESS  = square root of the mean prediction sum of errors 
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I. Introduction 

ORMAL experimental optimization was developed early in the 20th century to help farmers maximize yields 

by varying inputs such as water and fertilizer. The process consisted of fitting a polynomial to samples that 

differed in the set of input variables, using a least-squares process to fit the data (linear regression) and optimizing 

the fitted function. For each cycle, the goal is to obtain a candidate optimum. Later, potential savings in 

computational time made the same approach very popular in simulation-based engineering design
1-4

. 

Nevertheless, when the physics of a problem is sufficiently complex and the fidelity of current modeling 

techniques cannot capture that physics, engineering optimization relies on experimental methods. In some cases, 

such as in optimization of manufacturing parameters
5-7

, experiments can be performed more efficiently and with 

greater confidence than corresponding numerical simulations. Here, we illustrate such a scenario with the design of 

a paper helicopter
8
 for maximum autorotation effectiveness. Autorotation is the rotation of a helicopter rotor in 

response to downward motion, even when no power is available. The objective is to maximize the effectiveness of 

autorotation (measured by the time it takes a paper helicopter to reach the ground from a given initial height). A 

high-fidelity computer model would require unsteady fluid dynamics (accounting for the low Reynolds number) and 

structural details of the rotor to capture the benefits of stiffness. As a scientific community we have made significant 

progress in developing these models. However, there are still significant hurdles to cross before these models have 

the fidelity required to accurately simulate the physics. As a result, incorporating these models in optimization to 

understand how different variables affect the design is currently not feasible. 

Physical experiments and computer simulations have more in common that one might think. For example, both 

are noisy and failure prone. However, the reasons for the noisy and failure prone nature of the physical experiments 

and computer simulations are very different. Physical experiments are noisy because of contamination in the 

measurements and difficulties in replicating the exact same experimental conditions. Simulations are noisy for 

example when random numbers are part of the calculations or when discretization impacts the resolution of the 

response. In this paper, we propose adapting modern surrogate-based optimization strategies
10-12

, deeply rooted in 

the computer simulation community, for global design optimization using experimental data. The efficient global 

optimization (EGO) algorithm
13,14

uses the kriging
15-17

 prediction and prediction variance to seek the point of 

maximum probability of improvement (or alternatively the expected improvement) as the next sample for the 

optimization process. We propose addressing the following issues in global optimization using the paper helicopter 

as design problem: 

• Generating multiple designs per optimization cycle: the human effort associated with setting up the 

experiments drives our application towards building and testing as many designs as possible for each cycle. 

We build our strategy upon the multiple surrogate efficient global optimization (MSEGO) algorithm
18,19

. 

Optimization based on multiple surrogates involves: (i) fitting multiple surrogates (e.g., kriging, linear 

Shepard
20-22

, radial basis neural network
23-25

, and support vector regression
26-28

, models) and (ii) performing 

optimization using each of these surrogates. The sample points of the next cycle are identified based on the 

maximization of two infill criteria per surrogate (namely, the expected improvement and probability of 

improvement).  

• Dealing with designs that fail: this also encourages cycles with large numbers of new designs. Failed 

designs cannot be used to fit surrogates employed by EGO. As a result, failure to complete an experiment 

appears as a constraint. Support vector classification (SVC) has been successfully used in pattern 

recognition
29,30

 and lately it has also been explored in reliability-based design optimization
40

. Here, we plan 

to use SVC to handle failed designs. 

Computation of expected improvement requires the response value at the present best sample. With noisy 

response, this is difficult to estimate because of the uncertainty in the data. For simplicity, we use the lowest mean 

falling time, but we explore what would have happened if the surrogate predictions would have been used. 

The remainder of the paper is organized as follows. Section II and III present the basic concepts in surrogate-

based optimization using experimental data. Section IV describes the paper helicopter design. Section VI shows the 

results and discussion. Finally, this paper is closed by recapitulating salient points and concluding remarks. 

 

F 
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II. Efficient Global Optimization Algorithm using Experimental Data 

Here we present our interpretation of the efficient global optimization (EGO) algorithm
13,14

 as applied to noisy 

objective functions. We assume that at a point 1 1

T

ndv
x x x =   

x …  in the dvn -dimensional design space, we 

can collect a set of observed values y  of the response of interest ( )f x . Observations differ from the response of 

interest by additive noise, which is independent, identically distributed Gaussian with zero mean and variance 2
nσ  

 ( )2( )     and     .~ 0, ny f εε σ= +x N  (1) 

EGO starts by constructing a surrogate of the response (̂ )y x  using the initial set of data points
**

. This surrogate 

approximates the response of interest such that 

 ( )2    and    (̂ ) ( ) va )  .r (y Y s Y   =   = x x x xE  (2) 

Figure 1 illustrates what was discussed so far. Figure 1-(a) shows that data is collected at five locations in the 

design space with multiple observations at some (information used to estimate the noise level). It also shows how 

the surrogate model approximates the data. There is no interpolation and, as in any regression, the surrogate 

hopefully filters out part of the noise. Figure 1-(b) illustrates the surrogate prediction at a point (here we chose 

0.8x = ). The mean (̂ )y x  and the variance ( )2s x  fully characterize a normal distribution. 

 

  
(a) Surrogate fitted to observations at five points of the design space. (b) Probability density function of ( )Y x  at 0.8x = . 

Figure 1: Surrogate of noisy response. Shaded area of Figure 1-(a) represents the surrogate uncertainty estimate (one 

standard deviation). Response is sampled at 0 0.4 0.6 0.7 1
T =   x , for which we have 

(0) [ 0.18 5.18 5.09 4.07 3.45]y = − , (0.4) [2.15 0.18 0.59 0.42 1.89]y = − − − − , (0.6) 1.54y =  

(which means that at 0.6x = , only one measure was successful), (0.7) [ 3.16 0.24 2.96 3 4.08]y = − − − − − , 

and (1) [16.02 17.07 15.41 16.59 15.38]y = . At any point of the design space, the response is modeled as a 

random variable; see Figure 1-(b). 

                                                           
**

 At this point, there are only two requirements for the surrogate to be used: (i) it has to be able to approximate the 

observed data (keep in mind the multiple observations for the same input), and (ii) it has to provide an uncertainty 

model (that is, a surrogate that fully furnishes Eq. (2)). In optimization with experimental data, approximation 

(rather than interpolation) is desired. In such cases, even the traditional polynomial response surface
31,32

 could be 

used. Due to its popularity in the design of computer experiments community, we usually see kriging being used to 

run the efficient global optimization algorithm. However, our understanding is that there is no particular reason to 

restrict the efficient global optimization algorithm to kriging. In fact, in applications involving computer simulations 

some implementations of polynomial response surface or radial basis functions
33

 (where interpolation is desired) 

could also be used. 
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After constructing the surrogate model, the efficient global optimization (EGO) algorithm could iteratively add 

points to the data set in an effort to minimize the observed values of the response. This could be done by 

maximizing the probability of improving upon a target value Ty  (which is a designer choice) 

 ( )
( )

(̂ )
Pr T

T

y y
PI Y y

s

 −    = < = Φ    

x
x

x
 (3) 

where ( )Φ ⋅  is the cumulative density function of a normal distribution, respectively, and ( )s x  is the prediction 

standard deviation. 

Alternatively, we could add points in an effort to improve upon the present best sample PBSy . The improvement 

at a point x  is defined as
13

 

 ( )( ) max ( ), 0  ,PBSI y Y= −x x  (4) 

which is a random variable because ( )Y x  is a random variable. When data is noisy, it might be difficult to clearly 

define PBSy . For simplicity, here we take as the lowest mean of the collected data (a preliminary study on the 

choice of PBSy  for noisy computer experiments can be found in reference 34). The expected improvement could be 

shown to be
††

 

 

( ) ( ) ( ) ( ) ( )

( )

 ,

(̂ )  ,PBS

EI I s u u u

u y y s

φ = = Φ + 

 = −

 



 x x x

x x

E

 (5) 

where ( )φ ⋅  is the probability density function of a normal distribution. 

Figure 2 illustrates two cycles of the EGO algorithm. Figure 2-(a) shows the initial surrogate model and the 

corresponding uncertainty model. According to Figure 2-(b), the maximization of probability improvement ( )PI x  

adds 0.18x =  to the data set. In this case the probability of improvement is maximal where the uncertainty is high, 

leading to exploration of the design space. If instead, the maximization of the expected improvement ( )EI x  is 

used to provide a new point, 0.79x =  would be added to the data set (as shown in Figure 2-(c)). In this case, the 

expected improvement is maximal near the present best solution indicating a refinement or an exploitation cycle. 

We are interested in adding multiple points per optimization cycle. Thus, in addition to the expected and 

probability of improvement, we use a multiple point version of the probability of improvement. When n  points can 

be added, the probability of having at least one below the target Ty
35

 is approximated by
36

 

 ( ) ( )( ) ( )

1

Pr at least 1 1 Pr
n

p p
i T i T

i

PI Y y Y y
=

   = < ≅ − − <      ∏X  (6) 

where X  an dvn n×  matrix that defines the n  points, 
( )Pr p
i TY y <  

 is the probability of improvement of the 

i-th  new point computed using (3). Eq. (6) can only be applied if points in X  are not highly correlated (in practice, 

the optimization has to be such that points are apart by a minimum distance). 

When we select points by maximizing (3) or (5) we have to solve an optimization problem with the same number 

of variables of the original surrogate (that is, the total number of variables in the maximization of is (3) or (5) dvn ). 

On the other hand, maximization of (6) increases the number of variables of the optimization problem by the number 

                                                           
††

 Algebra necessary to get (5) from (4) can be found in references 37 and 38. 
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of points per cycle (that is, the total number of variables in the maximization of is (6) dvn n× ). Obviously, that 

makes it a harder problem to solve. 

 

 
(a) Surrogate of noisy response (dark and light shade represents one and two standard deviations, respectively). 

 

  
(b) Probability of improvement over the design space (target 

6.5Ty = − ). 

(c) Expected improvement over the design space ( 0.7x =  is the 

present best sample with 2.7PBSy = − ). 

Figure 2: Expected and probability of improvement. Maximization of these two criteria might suggest different points to 

the sample in the next optimization cycle. Approximation of noisy observations also imply that the expected and 

probability of improvement do not necessarily vanish at data points. 

Figure 3 illustrates the multipoint probability of improvement showing the contours of ( )PI X  for two 

points (1)x  and (2)x  using the surrogate of Figure 1. Maximizing ( )PI X  such that (2) (1) 0.05x x− ≥  adds the 

pair 0.17 0.81
T =   X  to the data set.  

 

 

Figure 3: Probability of improvement ( )PI X  by adding two points (1)x  and (2)x . We will add both (1)x  and (2)x  in 

the next cycle; thus, the search can be conducted only where 
(1) (2)x x≥  (or vice-versa). Since (6) does not hold for 

highly correlated points, we maximize ( )PI X  such that (2) (1)x x δ− ≥  ( δ  chosen to be sufficiently large). 
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III. Short-Cycle Global Experimental Optimization 

As with computer simulations, physical experiments may also fail (but the failure incidence may be much 

higher). In the case of the paper helicopter, many design configurations were so unstable that we simply considered 

their falling times meaningless. In addition, each optimization cycle is very time consuming. The result is that 

optimization is conducted for very few cycles with large numbers of new designs in each cycle. In this section, we 

explain how we deal with designs that fail and how we generate multiple new designs per cycle. 

A. Dealing with Failed Designs 

The literature on the efficient global optimization algorithm applied to computer experiments has provided some 

solutions on how to deal with failed designs. Forrester et al.
39

 replaced failed designs with the prediction of the 

kriging model from the previous cycle. Basudhar et al.
40

 split the sequential optimization resources into two tasks, 

the definition of the feasible region (using support vector classification) and optimization (via kriging). These 

approaches have proven to be efficient for global optimization with large number of cycles. Here, we propose an 

alternative that will work as a drastic measure for short-cycle optimization (less than five cycles). 

Our solution is simple and consists of zeroing the infill criterion (expected improvement or any version of the 

probability of improvement) in classified failure regions. For example, we start the optimization with the data and 

surrogate illustrated in Figure 2-(a). Using the probability of improvement we would build and test the newly added 

design 0.18x = , as shown in Figure 2-(b). However, designs within 0.05 0.24x≤ ≤  will always fail (due to the 

physics of the problem); see Figure 4-(a). At this point, we build a classifier (here we use support vector 

classification) based on the full data set (failed and successful designs). As illustrated in Figure 4-(b), this classifier 

estimates whether a point will fail or not. Finally, when running a new optimization cycle, we make the probability 

of improvement zero for the points where the classifier predicts failure. Figure 4-(c) shows that the masked 

probability of improvement is discontinuous. For this particular case, its maximization adds 0.2x =  to the data set. 

This design will still fail, leading to improved accuracy of the classifier. 

By itself, this strategy would switch between adding points in the failed and successful regions of the design 

space. Every time a new point is added (even if it is in the failure region), we make the classifier more accurate. 

However, the surrogate that generates the probability of improvement (or any other infill criteria) remains the same, 

unless a successful design is added to the data set. Hence, this strategy will make slow progress unless we generate 

multiple points per optimization cycle. Only then, we increase the chances of having updates of both the infill 

criterion and the classifier. 

 

  
(a) Success and failure regions of the design space (experiments failed 

at 0.18x = ). 
 

(b) Support vector classification fitted to observations at six points of 

the design space. 

 
(c) Probability of improvement masked by the support vector classification. 

Figure 4: Dealing with failed experiments by using classification. One experiment failed to run. We obtain a new 

candidate by masking the probability of improvement with the classifier from Figure 4-(b). 
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B. Sequential Sampling 

We assume that multiple surrogates are available (all surrogates must have an uncertainty estimate in the form of 

the variance part of Eq. (2). When native estimates are not available, we use importation from other surrogates. 

Appendix A summarizes the scheme for importing uncertainty estimates for a surrogate from another surrogate.). 

We propose (i) running the efficient global optimization (EGO) algorithm with multiple surrogates simultaneously 

and (ii) using different infill criteria according to the need for new points
‡‡

. We call this approach the multiple 

surrogate efficient global optimization (MSEGO) algorithm
18,19

. MSEGO using computer simulations was reported 

in references 18 and 19. 

As an example, let us generate new candidate points for the next optimization cycle using two surrogates. We 

choose to have each surrogate suggesting one point from both expected and probability of improvement (that is two 

points) plus three more from the multiple point probability of improvement. Let us say that the surrogates are 

kriging
§§

 and support vector regression (that imports the prediction variance from the kriging model). In this 

example we use the classifier shown in Figure 4-(b) (that is, we use the initial data set of Figure 4). 

Figure 5 illustrates one cycle of the MSEGO algorithm running with these two surrogates. Figure 5-(a) shows the 

initial kriging model and the corresponding expected improvement. The maximization of the kriging ( )EI x  

suggests adding 0.79x =  to the data set. Figure 5-(b) shows the initial support vector regression model and the 

corresponding expected improvement. Here, the expected improvement suggests adding 0.81x = . Clearly, the two 

surrogates are suggesting points very close to each other. Figure 5-(c) shows that by maximizing the kriging 

probability of improvement, we would add 0.20x =  to the data set. Figure 5-(d) shows that the support vector 

regression suggests adding 0.82x =  to the data set. Maximization of the multipoint probability of improvement 

(three points per surrogate) would suggest adding 0.23 0.80 0.87
T =   x  for both kriging and support vector 

regression (i.e., replicated points). That is, the suggestion is adding 

0.20 0.23 0.79 0.80 0.81 0.82 0.87
T

x  =      to the data set. Since experiments are expensive, we test only 

0.20 0.23 0.81 0.87
T =   x  (using only 0.81=x  from the cluster 0.79 0.80 0.81 0.82

T =   x ). 

However, 0.20 0.23x  =     will not produce any meaningful observation (as shown in Figure 4-(a), designs within 

0.05 0.24x≤ ≤  always fail). The classifier is updated with 0.20 0.23 0.81 0.87
T =   x . On the other hand, 

only 0.81 0.87x  =     are used for updating the kriging and support vector regression, as illustrated in Figure 5-

(e). 

 

 

 

 

 

 

 

 

 

 

 

 

                                                           
‡‡

 In terms of implementation, one might want to avoid points that are closer together than a given threshold for 

surrogates such as kriging that suffer from ill conditioning in that case. 
§§

 We recommend the work of Rasmussen and Williams
41

 for more information about kriging with the nugget effect 

(they also provide an open source MATLAB toolbox). 
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(a) Kriging and support vector regression fitted to observations at five points. 

 

  
(b) Maximizing ( )EI x  of the kriging model. 

 

(c) Maximizing ( )EI x  of the support vector regression model. 

 

  
(c) Maximizing ( )PI x  of the kriging model. 

 

(d) Maximizing ( )PI x  of the support vector regression model. 

 

  
(e) Updated surrogates. 

Figure 5: Running MSEGO with two surrogates. We want to add five in the next cycle (we will choose those from ten 

candidate points). Maximization of expected and probability of improvement suggest 0.79 0.81
T =   x  and 

0.20 0.82
T =   x , respectively. Not shown in this figure, maximization of the multipoint probability of improvement 

would add 0.23 0.80 0.87
T =   x  for both kriging and support vector regression. The candidate points for the next 

cycle are 0.20 0.23 0.79 0.80 0.81 0.82 0.87
T

x  =    . Points 0.79 0.80 0.81 0.82
T =   x  are very 

close to each other, so that we might select only 0.81=x  for example. As a result, we would test 

0.20 0.23 0.81 0.87
T =   x . While all these new points are used to update the classifier, only 0.81 0.87x  =     

are used for updating the kriging and support vector regression.  
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Based on time and testing constraints we decided on generating ten designs per cycle. Table 1 shows the options 

we considered for obtaining ten new candidate designs for the next optimization cycle using a different number of 

surrogates. Based on our experience, we favored using many surrogates because of the benefits of surrogate 

diversity. This also alleviates the burden of maximizing the multiple point probability of improvement (which is 

increasingly difficult when more points per cycle are asked). Here, we chose using 12 surrogates with one point 

from probability of improvement and one from expected improvement, and two points from multiple point 

probability of improvement from each surrogate. That generates 48 points from which we choose ten avoiding 

clusters of points (and covering most of the suggested regions of the design space). 

Table 1: Examples of how to generate 10 candidate points for a new optimization cycle. Probability of improvement, the 

expected improvement, and the multiple point probability of improvement come from (3), (5), and (6), respectively. 
Number of surrogates Example of infill criteria for point selection 

1 • 1 point from probability of improvement, 1 from expected improvement, and 48 points from multiple point 

probability of improvement, or 

• 1 point from either probability of improvement or expected improvement, and 49 points from multiple point 

probability of improvement, or 

• 50 points from multiple point probability of improvement. 

Out of the 50, we pick 10 to avoid clusters. 

 

2 From each surrogate: 

• 1 point from probability of improvement, 1 from expected improvement, and 23 points from multiple point 

probability of improvement, or 

• 1 point from either probability of improvement or expected improvement, and 24 points from multiple point 

probability of improvement, or 

• 25 points from multiple point probability of improvement. 

Out of the 50, we pick 10 to avoid clusters. 

 

5 From each surrogate: 

• 1 point from probability of improvement and 1 from expected improvement, and 8 points from multiple 

point probability of improvement, or 

• 1 point from either probability of improvement or expected improvement, and 9 points from multiple point 

probability of improvement, or 

• 10 points from multiple point probability of improvement. 

Out of the 50, we pick 10 to avoid clusters. 

 

10 From each surrogate: 

• 1 point from probability of improvement and 1 from expected improvement, and 3 points from multiple 

point probability of improvement, or 

• 1 point from either probability of improvement or expected improvement, and 4 points from multiple point 

probability of improvement, or 

• 5 points from multiple point probability of improvement. 

Out of the 50, we pick 10 to avoid clusters. 

 

12 From each surrogate: 

• 1 point from probability of improvement and 1 from expected improvement, and 2 points from multiple 

point probability of improvement, or 

Out of the 48, we pick 10 to avoid clusters. 

 

 

IV. Paper Helicopter Design 

The maximization of the autorotation time of a simple paper helicopter is used as an illustrative example 

problem in the present work. The low Reynolds number, unsteady fluid dynamics and structural details of the rotor 

that influences the autorotation time, makes it extremely difficult to create an accurate numerical model for the 

paper helicopter. In contrast, it is relatively quick and easy to create a large number of paper helicopters and to 

perform experiments to measure the autorotation time. The paper helicopter used here is shown schematically in 

Figure 6. In the present work, the body length (Bl) and the tail length (Tl) were fixed at B1=3.50cm and T1=5.00cm 

respectively. The rotor radius (Rr), the rotor width (Rw) and the tail width (Tw) were selected as the three design 

parameters that should be optimized to determine the maximum autorotation time. The bounds on these three 

variables determine the design space and are summarized in Table 2. 
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Figure 6: Schematic representation of the paper helicopter. 

Table 2: Design space specification. 
Design variable Lower bound (m) Upper bound (m) 

Rotor radius (Rr) 0.05 0.15 

Rotor width (Rw) 0.0175 0.075 

Tail width (Tw) 0.025 0.051 

 

Quick and accurate construction of a large number of helicopters is required (since a number of experiments, 

distributed throughout the design space are required to perform the optimization). To simplify the construction, the 

helicopter outlines are created in a drawing program and printed on a one-to-one scale.  The helicopters are 

constructed by simply cutting along the outline and folding the rotors as shown in Figure 7. Both the paper used for 

constructing the helicopters and the number of paper clips were determined using a trail-and-error approach. The 

thickest paper that was readily available and that could easily pass through the printer was selected.  Thicker paper is 

desirable since it increases the rotor stiffness and stability, thus increasing the flight time. The paper had a density of 

140 g/m
2
. The paper clips were added for increased stability (each with a weight of 0.377 g). 

 

 
Figure 7: Example of two different design configurations. 

A single experiment consists of manually dropping the helicopter from the top of a vertical steel pipe with a 

diameter of 0.555 m and a height of 4.850 m, measuring the flight time with a hand-held stopwatch. The time 

measurement starts when the helicopter is released and stops when the paperclip hits a steel plate at the bottom of 

the pipe. Each helicopter is tested ten times. We consider that a test fails when the helicopter hits the sides of the 

pipe (it spirals and hits the sides of the pipe sliding all the way down). A design configuration is said to fail when 

more than five out of the ten flights fail by hitting the wall of the pipe. 

Table 3 details the different surrogates used during this investigation. The code developed by Rasmussen and 

Williams
41

, the native neural networks MATLAB toolbox
43

 and the code developed by Gunn
44

 are used for the 

kriging, radial basis neural network, and the support vector regression algorithms, respectively. The SURROGATES 

toolbox of Viana
45

 is used for the linear Shepard and the MSEGO algorithms. The mean falling time of the 

successful designs is used to fit the surrogates. Kriging, radial basis neural network and support vector regression 

incorporate the overall uncertainty in the data via the nugget effect, the mean squared error goal, and the 

insensitivity, respectively. 
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Table 3: Set of surrogates used in the study. Fitted to the mean (over 10 repetitions) of the falling time. Overall 

uncertainty in the data is estimated to be 2
n̂σ  (which is used for the nugget in kriging, the goal of radial basis neural 

network, and the insensitivity of support vector regression). Section V details how we compute 2
n̂σ . 

Surrogates Interpolates 

data? 

Details Provide 

uncertainty 

estimate? 

krg NO Kriging model: 

Constant trend function and Gaussian correlation. 

1

0
nv

i pθ
−  =    

, 

3
010 2i iθ θ− ≤ ≤ × , 1,2, , vi n= … , and nugget = 

2
n̂σ  were used. 

 

YES 

rbnn NO Radial basis neural network: 

2
n̂Goal σ=  and 1

3
Spread = . 

 

NO 

shep YES Linear Shepard model: 

Subroutine LSHEP from SHEPPACK22. 

 

NO 

 

svr-grbf-e-full YES 

svr-grbf-e-short NO 

svr-grbf-q NO 

svr-poly-e-full YES 

svr-poly-e-short NO 

svr-poly-q NO 

svr-spline-e-full YES 

svr-spline-e-short NO 

svr-spline-q NO 

Support vector regression: 

“grbf,” “poly,” and “spline” indicate the kernel functions (Gaussian, second order 

polynomial, and linear B-spline respectively). 

 

“e” and “q” indicate the loss functions (“e” for -insensitiveε  and “q” for quadratic). 

 

“full” and “short” refer to different values for the regularization parameter, C , and 

for the insensitivity, ε . “full” adopts C = ∞  and 41 10ε −= × , while “short” 

uses 2
n̂ε σ=  and ( )100max 3 , 3y yC y yσ σ= + − , where y  and yσ  are the 

mean value and the standard deviation of the function values at the p  data points, 

respectively46. 

NO 

V. Estimating Uncertainty in Experiments 

We considered two sources for the variability of the data: experimental and manufacturing variability. Other than 

these two sources, we could include for example the effect of chances in environmental conditions (potentially 

impacting in the falling time). But for simplicity, we limit ourselves only to experimental and manufacturing. Noise 

due to experimental variability would be evident in different falling time measurements for a given specimen (for 

example, differences in holding the helicopter when releasing it and changes in the helicopter as it repeatedly hits 

the ground – e.g. paper clip position). Manufacturing errors would be evident if nominally identical specimens 

present different falling time distributions. 

First, let us consider the noise due to measurement. For the ith  tested design configuration, the mean falling 

time out of the stn  successful tests (which might change from design to design, according to how many of the ten 

tests were successful) is 

 ( )
1

1
 ,

nith st
jj

st

T T
n =

= ∑  (7) 

For that design, the standard error of the sample mean
42

 ( )ithT  falling time is 

 ( )
( )2( )

1( )

2
se  .

n ithst
jjith

st st

T T
T

n n

=
−

=
−

∑
 (8) 
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That is, ( )( )se ithT  can be seen as the uncertainty (due to measurement) of the mean falling time of the ith  

design configuration. 

Manufacturing variability adds uncertainty to the mean falling time ( )ithT  because nominally identical designs 

might present different ( )ithT . Thus, we build and test k  nominally identical specimens of mn  different design 

configurations (here, 3k =  was used). That means that for the ith  design configuration of the mn , we have k  

observations of the sample mean 
( ) ( ) ( )
1 2
ith ith ith

kT T T 
  

…  (where 
( )ith
jT  is the mean falling time of the stn  

successful drops calculated using (7) for the jth  replication of the ith  design). The average mean falling time out 

of the k  replications is 

 
( )( )

1

1
 ,

k ithith
jj

T T
k =

= ∑  (9) 

and the standard error of ( )ithT  is 

 ( )
( )

2
( ) ( )

1( )

2
se  .

k ith ith
jjith

T T
T

k k

=
−

=
−

∑
 (10) 

We average the uncertainty over all designs and combine both the experimental and manufacturing errors in a 

global uncertainty measure that is 

 
( )( )

( )( )

2 2 2

measurement manufacturing

2
( )

12

measurement

2
( )

12

manufacturing

ˆ ˆ ˆ  ,

se
ˆ ,    and

se
ˆ   ,

n n n

n id
i

n
d

n im
i

n
m

T

n

T

n

σ σ σ

σ

σ

=

=

= +

=

=

∑

∑

 (11) 

where dn  is the number of nominal design configurations tested. 

VI. Results and Discussion 

The Latin hypercube experimental design
47

 shown in Figure 8-(a) was used to construct an initial set of 20 

helicopters. Because each helicopter was tested ten times we have a collection of 200 measurements. Out of the 

twenty initial design configurations, six failed as shown in Figure 8-(b). The majority of the successful designs had 

very good performance (eight or more successful flights). On the other hand, designs #12 and #18 failed to complete 

all ten flights. Figure 8-(c) shows the data used to estimate the contribution of the noise due to measurement. For the 

initial data set, 
measurement

ˆ 0.1 secnσ =  (about 5%  of the response range). Designs #3, #8, and #18 were used for 

estimating the contributions of the manufacturing errors (we built three nominally identical copies of each), which is 

manufacturing
ˆ 0.05 secnσ =  (or about 2.5%  of the response range). Combining the two sources, the overall 

uncertainty in the data was estimated to be ˆ 0.11 secnσ =  (or about 5.5%  of the response range). 
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(a) Initial experimental design. (b) Number of successful flights. 

 

  
(c) Data used for calculating variability due to measurement. (d) Data used for calculating variability due to manufacturing. 

Figure 8: Initial data set. In Figure 8-(a), all variables are normalized between 0 and 1 (see Table 2 for actual 

design space). Figure 8-(b) shows that 30% of designs failed. Mean falling time ranges from 2.9  to 5.3  sec. 

We estimate the mean noise due to measurements 0.1 sec  and the mean manufacturing error 0.05 sec  from 

Figure 8-(c) and Figure 8-(d), respectively. 

The accuracy of the surrogates was estimated via cross validation (see Appendix A). Table 4 shows that all 

surrogates considered resulted in a relatively poor data fit. In general, RMSPRESS  is larger than 20%  of the range 

of the fitted data (which ranged from 2.9  to 5.3  sec). This surrogate uncertainty is four times larger than the overall 

uncertainty (estimated to be 5.5%  of the response range). 

Table 4: RMSPRESS  analysis for the set of surrogates created with the initial data. In parenthesis the percent 

RMSPRESS  relative to the sampled objective function, which ranges from 2.9  to 5.3  sec. Surrogates are generally 

inaccurate considering the overall uncertainty in the data (estimated to be 5.5% ). For the rank, the smaller the  

RMSPRESS  value the better (svr-spline-e-full and svr-poly-e-full are the surrogates with the smallest and largest 

RMSPRESS , respectively). For more information about RMSPRESS , see Appendix B. 

Surrogate 
RMSPRESS  (sec) Rank 

krg 0.62 (26%) 4 

rbnn 1.19 (49%) 9 

shep 0.81 (34%) 6 

svr-grbf-e-full 1.38 (57%) 10 

svr-grbf-e-short 0.65 (27%) 5 

svr-grbf-q 2.10 (87%) 11 

svr-poly-e-full 2.28 (95%) 12 

svr-poly-e-short 1.11 (46%) 8 

svr-poly-q 0.90 (37%) 7 

svr-spline-e-full 0.51 (21%) 1 

svr-spline-e-short 0.54 (22%) 2 

svr-spline-q 0.54 (22%) 3 
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For each of the twelve surrogates of Table 3, we generated four candidate solutions (see Table 1). Two come 

from the maximization of the single point probability and expected improvements (Eqs. (3) and (5), respectively). 

Another two come from the multiple point probability of improvement (6). In all cases, we masked the infill criteria 

with the classifier such that we only suggest designs that are expected to succeed. Figure 9 summarizes the analysis 

of the designs suggested by the twelve surrogates. Figure 9-(a) shows that the surrogates identified five promising 

regions in the design space. However, a lot of the points are clustered. Due to the clustering, we reduced the initial 

set of 48 to only ten that would be built, tested and used in the next optimization cycle, as shown in Figure 9-(b). 

We also found that the diversity of the set of surrogates was useful for generating the reduced set of ten new 

designs. Figure 9-(c) shows the identity of the surrogate that suggested each of the new designs. Within a tolerance 

of 2 mm, some designs were recommended by multiple surrogates (e.g., design #5). Others were suggested by only a 

single surrogate (e.g., design #2). After avoiding the clusters, some surrogates proposed only one design (e.g., shep), 

others suggested a few (e.g., kriging). The diversity of surrogates was also important in the spatial allocation of the 

new designs. Figure 9-(d) illustrate that the five promising regions come out of the collaborative work of at least 

four surrogates. Overall, we feel that the diversity of the surrogates and the different infill criteria expedited 

exploration of the design space. 

 

  
(a) Initial 20 and 48 suggested points. 

 

(b) Initial 20 points and 10 selected for the next cycle. 

  
(c) Effect of the diversity of the surrogates. (d) Effect of the diversity of the surrogates. 

Figure 9: Data for the next optimization cycle. Variables are normalized between 0 and 1. Figure 9-(b) shows 

that one point is chosen near the present best sample, which is the only hope for exploitation. Most of the 

points are spent in exploration of the design space. 

Figure 10 summarizes the surrogate predictions and experimental data for the ten new designs. The predicted 

mean falling times of Figure 10-(a) were obtained from the twelve surrogates. Some designs were apparently 

promising (such as design #5) for most of the surrogates predicted substantial improvement in the falling time. Some 

designs were less promising (such as designs #1 and #9) because the predictions were below the present best 

solution. Designs #7 and #8 were borderline since the predictions resulted in a significant spread, both above and 

below the present best solution. On the other hand, the classifier can be used to estimate the minimum distance from 

the candidate solution to the failure boundary, as shown in Figure 10-(a). For example, while designs #3 and #10 are 

predicted to be close to the failure boundary, designs #7 and #8 are expected to be far from it. 

Figure 10-(b) and (c) illustrate the outcomes of the experiments. Figure 10-(b) shows that only one (design #7) of 

the ten suggested designs was better than the previous best solution. The new best mean falling time was 5.8  sec, 

which represents an improvement of about 10% . It is very interesting that design #7 was suggested by both rbnn 

and svr-poly-e-short, see Figure 9-(c). Both surrogates use the kriging uncertainty. Comparing Figure 10-(a) and 

Figure 10-(b) shows that the large errors predicted by cross validation (Table 4) were realistic with deigns #5 and #6 

having errors of about 3 sec. Figure 10-(c) shows that three of the ten suggested designs failed (and designs #3 and 

#10 are among them). Nevertheless, the successful designs still present a high rate of successful flights. 
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Finally, Figure 10-(c) illustrates the spatial distribution of the data set used for the second optimization cycle. In 

this new set, we have a total of 30 points (21 are successful designs and 9 are failed ones). The present best design 

moved from inside the design space to the corner ( 0.15 cmRr = , 0.075 cmRw = , and 0.025 cmTw = ). For 

the next cycle, we decided to expand the design space in that direction. The design variables are now bounded to 

0.05 0.175 cmRr≤ ≤ , 0.0175 0.0900 cmRw≤ ≤ , and 0.018 0.0513 cmTw≤ ≤ . 

 

  
(b) Experimental falling time (data obtained with tests). 

  
(c) Number of successful flights (out of ten). 

(a) Predicted mean falling time and distance to the failure 

boundary (on the top, prediction given by the 12 

surrogates). 

 
 (d) New data set. 

Figure 10: Predictions and experimental results for the first optimization cycle. The box plots of Figure 10-(a) 

shows that designs #4 to #6 optimistically predict improvement upon the best solution and designs #7 and #8 

have equal chances of either improving or not (prediction gathered from the 12 surrogates).  Also, designs #3 

and #10 are predicted to be very close to the failure boundary (according to the classifier). Figure 10-(b) 

illustrates that after building and testing the designs, the improvement in the first cycle is approximately 10%  

(new best mean falling time is 5.8  sec). For the second optimization cycle, the variables have the following 

ranges: 0.05 0.175 cmRr≤ ≤ , 0.0175 0.0900 cmRw≤ ≤ , and 0.018 0.0513 cmTw≤ ≤ . Appendix C 

details box plots. 

Figure 11 illustrates the main parts of the second optimization cycle. With the surrogates fitted to the expanded 

set of 30 points, we again select 10 new candidate designs based on the larger set of 48 (four candidate designs per 

surrogate). Figure 11-(a) shows the spatial distribution of the designs. Because we changed the design space 

( 0.05 0.175 cmRr≤ ≤ , 0.0175 0.0900 cmRw≤ ≤ , and 0.018 0.0513 cmTw≤ ≤ ), the present best sample 

is again within the limits. Figure 11-(b) shows the overly optimistic prediction of the surrogates that pointed the 

candidate solutions. These high values of predicted mean falling time might indicate (i) some improvement will 

occur, or (ii) surrogates are not accurate at the candidate solutions. On the other hand, Figure 11-(c) shows the 

predicted median of the twelve surrogates based on the mean falling times and the predicted distance from the 

failure domain (according to the classifier). This time, all points are substantially below the present best solution 
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(leaving little hope of improvement). In fact, when designs are built and tested, we observed no improvement, as 

shown in Figure 11-(d). In this cycle, Figure 11-(e) illustrates that four of the ten designs failed. Interestingly, again, 

successful designs have a large number of successful flights. 

 

  
(a) 30 points from the first optimization cycle and 10 selected new 

points suggested by the surrogates. 

(b) Predictions of surrogates which chose the designs. 

 
(c) Predicted mean falling time and distance to the failure boundary. 

 

  
(c) Experimental falling time. (d) Number of successful flights (out of ten) 

Figure 11: Predictions and experimental results for the second optimization cycle. All ten suggested points are 

predicted to be below the present best solution (i.e., very little chance of improvement). Figure 11-(c) confirms 

that there is no improvement in this cycle (which presents 4 failed designs out of the 10 suggested). Appendix 

C details box plots. 

Due to the collaborative nature of this work, data was analyzed at the University of Florida and a round of 

discussion via e-mails was conducted before deciding how to proceed. The paper helicopters were built and tested at 

Stellenbosch University. In practical terms, for every round of experiments, a student was hired to draw the 

helicopters and perform the tests. In general, the process of generating a set of candidate solutions, building and 

testing the helicopters and analyzing the data took us about a month (which means that these two cycles took about 

three months). This depicted scenario exemplifies how costly (time- and money-wise) experimental optimization 

can be. Because of the high cost, having no improvement in the second cycle was critical enough to stop the 

optimization process. 
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VII. Conclusions 

We proposed the use of the multiple surrogate efficient global optimization (MSEGO) algorithm for 

experimental optimization (data obtained from physical experiments, rather than numerical simulations). The 

maximization of the autorotation time of a simple paper helicopter was used as an illustrated example. The 

advantage of using MSEGO lies in the diversity of the surrogates and in the use of multiple infill criteria. In our 

example, we used probability and expected improvement and multiple point probability of improvement (other 

criteria could be used). The result is that in each cycle, multiple points are added which hopefully reduces the 

required number of cycles for convergence and increases robustness against failed designs. Because of the costs 

associated with the experiments, we were willing to perform only a small number of optimization cycles. This lead 

us to heavily penalize failed designs by using a classifier (here, support vector classification). Basically, we make 

the infill criteria zero in regions of predicted failure. In summary, we found that: 

• Optimization with experimental data is a difficult task because of costs and failure susceptibility when 

building and testing designs. In our particular example, experiments were not expensive but were certainly 

time consuming (about one month per set of data). Failure was an issue. Out of the 40 designs that were 

tested, 13 ( 32.5% ) failed. 

• MSEGO was able to improve the initial best design by 10% . The cost per cycle was so high that we 

stopped after the second cycle, since no improvement was realized in that cycle. Under these 

circumstances, we believe that the extreme policy of rejecting failure-prone regions helped the exploration 

of the design space. 

• MSEGO took advantage of the diversity of surrogates for generating multiple points. In our example, the 

only point that improved the present best solution (first optimization cycle) was suggested by both rbnn and 

svr-poly-e-short. 

Appendix 

A. Importing Error Estimates from another Surrogate 
Viana and Haftka

48
 developed the heuristic rationale behind the importation of uncertainty estimates. Here, we 

briefly illustrate the mechanism with a simple example. Suppose that a kriging and a support vector regression 

models are built from observations at five points, as illustrated in Figure 12-(a). The kriging model has a Gaussian 

correlation function, a constant for the low frequency component (trend function), and was fitted to the mean of the 

data and accounts for noisy with a nugget equal to two, as shown in Figure 12-(b). The support vector regression 

model uses a Gaussian kernel function with 2ε =  for the ε -insensitive loss function. Viana and Haftka
48

 proposed 

combining the predictor of a model with the uncertainty estimate of another model. By comparing Figure 12-(b) and 

(c), we can see that kriging offers a reasonable error estimate for the support vector regression (in this example). 
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(a) Kriging (KRG) and support vector regression (SVR) models 

fitted to five data points.  

 

(b) Kriging (KRG)and its original square root of prediction 

variance. 

 
(c) SVR and the square root of prediction variance imported from KRG. 

Figure 12: Importation of uncertainty estimates. Figure 12-(a) shows a kriging (KRG) and a support vector regression 

(SVR) models (both surrogates act as interpolators). Figure 12-(b) shows the KRG model and its uncertainty model (dark 

and light shade represents one and two standard deviations, respectively). Figure 12-(c) shows the SVR model with the 

square root of the prediction variance borrowed from KRG (in gray). Although not based on the SVR statistical 

assumptions, the KRG uncertainty estimate offers a reasonable replacement. 

 

B. Cross Validation 
The accuracy of a surrogate is measured by the root mean square error 

 ( )21
 ,RMS

V

e e d
V

= ∫ x x  (12) 

 ( ) ( ) ( )ˆ  .e y y= −x x x  (13) 

We compute RMSe  by Monte-Carlo integration at a large number of testp  test points 

 
22

1 1

1 1
ˆ=  .

p ptest test

RMS i i i
test testi i

e e y y
p p= =

 ≅ − ∑ ∑  (14) 

Due to the computational cost of estimating RMSe , cross validation is often used as an alternative for both 

assessing accuracy and surrogate selection
49-51

. It is attractive because it does not depend on the statistical 

assumptions of a particular surrogate technique and it does not require extra test points. Cross validation is a process 

of estimating errors by constructing the surrogate without some of the points and calculating the errors at these 

omitted points. The process proceeds by dividing the set of p  data points into k  subsets. The surrogate model is fit 

to all subsets except one, and error is computed for the omitted subset. This process is repeated for all subsets to 

produce a vector of cross-validation errors XVe  (also known as the PRESS  vector, where PRESS  stands for 
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prediction sum of squares). Figure 13 illustrates the cross-validation errors for an arbitrary surrogate (̂ )y x . The root 

mean square error RMSe  is estimated from XVe  by 

 
1

 .T
RMS XV XVPRESS

p
= e e  (15) 

 

 

Figure 13: Cross-validation error at the second point of the experimental design 
2XVe  exemplified by fitting a 

surrogate (̂ )y x  to 5p =  data points of the function ( ) ( )2
( ) 6 2 sin 12 4y x x x= − −   

52
. 

C. Box Plots 
 

In a box plot, the box is defined by lines at the lower quartile (25%), median (50%), and upper quartile (75%) 

values. Lines extend from each end of the box and outliers show the coverage of the rest of the data. Lines are 

plotted at a distance of 1.5 times the interquartile range in each direction or the limit of the data, if the limit of the 

data falls within 1.5 times the interquartile range. Outliers are data with values beyond the ends of the lines, marked 

by a “+” sign for each point. 
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